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INDEXING SCSU DATA TO THE NEXT 

CONSORTIUM 

 

Context 

This is the first of two companion pieces dealing with 

ways that SCSU can and should employ aggregate 

Common Metrics data (ACMD) to identify both 

strengths and weaknesses of programs (Paper 1) and a 

demonstration of the approach utilizing SCSU data 

(Paper 2). Paper 2 will need to wait until I have access 

to the consortium data.  

 

At the Common Metrics meeting on June 7, 2016, 

members of the group discussed a set of items with an 

eye toward identifying ways to utilize CM aggregate 

and local data to identify programmatic and 

consortium-wide strengths and weaknesses. The 

process introduced at the meeting was to identify a set 

of items held [to be] significant in some definable way, 

and then to benchmark the practices of programs that 

scored above the median on the item[s]. In the case of 

our June ’16 meeting, we identified eight items on 

which the entire consortium scored relatively poorly.  

 

I found the approach quite sensible on its face. The 

main reason that it struck me this way was that these 

eight “low-performing” items (across the NeXT 

consortium) could be re-cast easily as reflecting 

constructs proving difficult for all. I also agreed with 

the general approach of benchmarking [the practices 

of] institutions who scored significantly higher than the 

group mean or, in the case of categorical data, 

evidenced higher proportions of “agrees” than did the 

consortium. Again, with the few exceptions noted 

below, I see the approach as holding great promise. 

 

I noted that SCSU did not appear among the 

institutions benchmarked for markedly superior 

performance. Certainly, this caught my attention, but 

subjectively, it seemed to me that these data matched 

our local observations: In other words, in general 

terms, the concept seemed useful, with [the addition 

of] a few modifications. In addition, the fact that SCSU 

did not appear as a benchmark institution in any of the 

eight comparisons is an unlikely event and probably 

indicates that we probably perform differentially lower 

across the eight items; what we  

 

 

 

 

 

 

cannot know is how our performance differs by item, 

and therefore by topic or construct. I propose a method 

for sensibly doing this below utilizing the Exit Survey 

as an example.  

 

Generic challenges with inter-institutional 

comparisons. Data provided at the conference proved 

very helpful in looking critically at context.  For six 

variables (items), I estimated effect sizes as a mental 

exercise in order to look at the magnitude of the 

differences. These are estimates because I averaged the 

SDs as opposed to utilizing pooled SDs, for which I 

would have needed access to the raw data (actually the 

consortium-wide SD will suffice as an estimator for 

this purpose). The estimated effect sizes of the d 

between Institution 1 and the consortium proved quite 

varied; I divided d, the INST1 – CONSORTIUM 

mean, by the average of the two SDs.  

 

The results demonstrated effect sizes, conceptualized 

as differences between means expressed in SD units—

interpreted much like Z scores, running from .76 

(balance theory and practice, probably both statistically 

and clinically significant) to .12 (design instruction for 

EL learners, probably not statistically or clinically 

significant).  

 

Several problems accrue with selecting a group of 

items and interpreting them individually. I address 

each below: 

 

1. We did not start with considering the normally-

occurring variance, as it manifests in bivariate 

comparisons, essentially I refer here to the 

equivalent of t-tests (comparing means or more 

reasonably MANOVA approaches) or bivariate chi 

square tests, or parallel non-parametric approaches 

for performing proportional comparisons).  

 

2. We failed to recognize the family-wide error rate 

problem.  This occurs when multiple comparisons 

are made in situations where items inter-correlate—

as do most of the Exit Survey items. By way of 

example, with the eight items presented at the 

meeting, the p of seeing an artefactual significant 

https://en.wikipedia.org/wiki/Clinical_significance
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result on any one item is best estimated as the 

individual significance level (set on an a priori 

basis, say, p = .05), multiplied by the number of 

items; for example, .05 X 8 yields .4. In other 

words, one would expect to incorrectly reject a true 

null hypothesis 40% of the time across the eight 

items under consideration. However, consumers 

would not know which items proved significantly 

higher or lower [than the NeXT consortium value]. 

Mean differences do not tell the entire tale, because 

of differential inter-item dispersion. 

 

3. In other words, to make meaning of the SCSU-

NeXT consortium comparisons, one must deal with 

three additional issues: (a) statistical significance, 

(b) clinical significance (perhaps as referenced by 

effect sizes), and (c) family-wise (or wide) error 

rate. 

 

The Beginnings of an Approach for SCSU 

1. I think that it is possible to identify items where 

SCSU’s performance is legitimately strong or weak 

compared with the NeXT consortium and that, with 

some pilot testing, these estimates can be largely 

based on effect size estimates. To do this, we will 

need access to the entire raw data set; it can’t be 

done intelligently via group means and percentages 

alone, though I may be able to estimate it from 

reports—I’ll have to think about this.  

 

2. Depending on the results of the second paper, we 

could expand the SCSU recommendations, to an 

approach that could be employed across the 

consortium. 

 

3. Steps that we propose to follow. 

 

a. The first step would be to look at means and 

averages (percents/proportions) across a set 

of items that have been established via our 

validity studies as scalars. This should 

always be a first step, though I also see the 

justification in selecting particular items on 

the basis of interest in the content (ones 

with topical and timely significance). 

 

b. Once we identify one scale (pilot 

demonstration) where SCSU performs 

significantly higher or lower than the NeXT 

mean (or in proportions selecting certain 

response levels, e.g., “agree”), then, and 

only then, can we look at individual items. 

 

c. In a pilot study, we identify effect sizes or 

percent differences agreeing, for example 

(because they are easy to calculate) that are 

associated with statistical differences that 

are also large enough to reflect statistical 

significance across a group of items 

(family-wise error rate problem, FWERP; 

see Bonferroni’s inequality as a method for 

accounting for FWERP). 

 

d. Guesswork. In examining the data we were 

provided at the CM meeting, I roughly 

estimate that the mean differences that 

would attain statistical and clinical 

significance and that account for FWERP. 

We would probably seek an effect size of at 

least .5 (1/2 standard deviation), but, to be 

safe, maybe .6 or a bit more.  We will have 

to examine some real data to look for the 

effect size that will produce meaning, thus 

my proposal to design and conduct a pilot 

study. 

 

e. I will look critically at both at mean 

differences and bivariate (frequency or 

percent) differences in the proportion of 

SCSU candidates who agree with an item, 

compared with NeXT consortium values.    

 

f. One advantage of this model is that 

universities and colleges will likely identify 

fewer strengths and weaknesses with much 

greater confidence that these benchmarks 

hold meaning.  Fewer significant items 

equals better targeting of meaningful 

strengths and weaknesses—this has always 

been listed as an advantage of considering 

FWERP. This latter point is particularly 

salient when it is based on a survey that 

includes more than 50 items! 

 

g. An alternative to the system I have 

proposed, is to select target topics and items 

as a consortium and then apply the model to 

these items. For example, I really liked the 

https://en.wikipedia.org/wiki/Clinical_significance
https://en.wikipedia.org/wiki/Family-wise_error_rate
http://mathworld.wolfram.com/BonferroniInequalities.html
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notion of identifying eight “difficult-to-

deliver” items during each cycle, though I 

suspect that most program representatives 

will want to tailor the model to their 

specific needs—such as specific 

improvement targets.  

 

h. One weakness of my approach is that the 

size of the significant differences will vary 

as a function of program size.  Smaller 

program will need larger effect sizes in 

order to interpret them as statistically and 

clinically significant. I can look at our 

(SCSU) data in different ways to assess 

this.  

  


